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Today: data structures

• A data structure organizes data to support specific operations.

• Operations are divided into two types:

- Queries, like search, finding minimum

- Mutations, like insertion, deletion, modification

• Built-in Python data structures: strings, tuples, lists, 

dictionaries

• The choice of data structures for a particular problem depends 

on desired operations and complexity constraints (time and 

memory)

• The term Abstract Data Type (ADT) emphasizes the point that 

the user (client) needs to know what operations may be used, 

but not how they are implemented



ADT examples

• Stack 

• Queue

• Linked lists

• Binary Search Tree

• Graphs



Stack



Stack
• Data structure in which the insertion and deletion 

operations are performed at one end

• a new element is added at top of the stack and an 

element is removed from the top of the stack

• LIFO (Last In First Out)

• Can be useful for:

• String reversal 

• Undo operation

• Parenthesis balance check

• Functions stack



Stack operations
• push(val)

• pop()

• peek()

• is_empty()

• size()

• How would we implement it?



Stack implementation with a list



Using a stack



Queue

• One end used to insert data (enqueue), the other end to 

remove data (dequeue) 

• FIFO (First In First Out) - the data stored first will be 

accessed first

• Can be useful for: 

• Path finding algorithms

• Resources allocation

• Actual queues (bank, delivery, doctor appointment)

Source: https://www.vik-20.com/java/3-10-the-static-queue/

https://www.vik-20.com/java/3-10-the-static-queue/


Queue operations
• enqueue(val)

• dequeue()

• is_empty()

• size()

• How would we implement it?

Source: https://www.vik-20.com/java/3-10-the-static-queue/

https://www.vik-20.com/java/3-10-the-static-queue/


Queue implementation with a list



Using a queue



Abstract Data Types (ADT)

• “class of objects whose logical behavior is defined by a 

set of values and a set of operations” (Dalle & Walker, 

1996)

• There are many ways to implement the same ADT

• Stack and Queue are examples for ADTs

• Interfaces

https://www.researchgate.net/figure/ll

ustrates-an-infrastructure-WMNs-It-

consists-of-mesh-access-points-

MAPs-routers-and_fig 1_221170162

https://bizmeetstech.net/ama

zon-connect-queue-basics/

https://stackoverflow.com/questions/ 35959100noitanalpxe/-no-

iccanobif-noisrucer



Implementation of lists in Python

• Python implements a continuous array of pointers

• Python keeps the address of this array in memory, and 

its length in a list head structure

• Accessing/modifying a[i] is O(1). If the address in 

memory of lst[0] is a, then the address in memory of 

lst[i] is a+i

• Pointers enable Python's lists to contain objects of 

heterogeneous types



Implementation of lists in Python

>>> L = [1,2,3]

int

3
int2int

1

list

L



Implementation of lists in Python

• Contiguous storage of addresses must be maintained 

when a list evolves

• Inserting an item at location i O(n) operations

• Using up all of the memory block allocated for the 

list  allocating a block of larger size (possibly new 

location)

• Improving the performance: extra space is allocated 

right away, so the next few times do not require an 

actual resizing

• Official source: How are lists implemented?

https://docs.python.org/3.6/faq/design.html#how-are-lists-implemented-in-cpython


Linked structures

We will implement a new data structure, called 

Linked List, and compare it to Python's built-in 

list structure. Later in the we will discuss another 

linked structure, Binary Search Trees



Linked List

• Instead of using a contiguous block of memory, 

specify for each item, the memory location of 

the next item in the list

• Insertion at O(1)

• We can represent this graphically:

x y z w



Linked list implementation: class Node

• Two classes. One for nodes in the list, 

and another one to represent a list

• Class Node is very simple, holding 

just two fields
val next



Using class Node



class LinkedList

• Holds the head of the list (of type Node) and the list’s length



Memory view



Insertion at the start of the linked list

Note: time complexity is O(1) in the worst case!



Memory view

None

my_lst

>>> my_lst = Linked_list()

head

len
0



"a"

value next

None

my_lst

>>> my_lst.add_at_start("a")

head

len
1

Memory view



value next

None

my_lst

>>> my_lst.add_at_start("b")

value next

head

len
2

"a""b"

Memory view



value next

None

my_lst

>>> my_lst.add_at_start("c")

value nextvalue next

head

len
3

"a""b""c"

Memory view



value next

my_lst

>>> my_lst.add_at_start("d")

value nextvalue nextvalue next

head

len
4

None"a""b""c""d"

Memory view



value next

my_lst

>>> print(my_lst)  #calls __repr__ of class Linked_list

[d,44602768] [c,44602736] [b,44602096] [a,1749231768]

>>> id(None)

1749231768 

value nextvalue nextvalue next

head

len
4

None"a""b""c""d"

Memory view



Length of the linked list

• The time complexity is O(1)

• The field len must be updated when inserting / deleting!

>>> len(my_lst)

4

>>> my_lst.__len___() #same

4



Linked list indexing 

• The argument loc must be between 0 and the length of the list 

• Time complexity: O(loc). In the worst case loc = n

>>> my_lst[1].value

'c'

>>> my_lst.__getitem__(1).value #same

'c'



• The argument loc must be between 0 and the length of the list

• Time complexity: O(loc). In the worst case loc = n

>>> my_lst[1] = 999 #same:my_lst.__setitem__(1,999)

>>> print(my_lst)

[d,44602768] [999,44602736] [b,44602096] [a,1749231768] 

Linked list indexing 



Insertion at a given location of a linked list

• Time complexity: O(loc). Worst case loc = n.

• When loc is 0, we get the same effect as add_at_start:



Find a value in the linked list

• Time complexity: worst case O(n), best case O(1)



Delete element from the linked list

• Time complexity: O(loc). In the worst case loc = n.

• Python Garbage collector will “remove" the deleted item 

(assuming there is no other reference to it) from memory

• Note that in some languages (e.g., C, C++) the 

programmer is responsible to free memory



• How would you delete an item with a given value

(not location)?

• (Small) technical inconvenience: in order to delete 

an item, we need to access the item before it

• A possible solution: keep a 2-directional linked list

(each node points both to the next and the previous

node)

• This requires O(n) additional memory

Delete element from the linked list



An extended __init__

• Initialization of a LinkedList object from an existing 

Python's sequence (e.g. list, string, tuple)

• We employ add_at_start(ch) for efficiency reasons

>>> L = LinkedList("abc")

>>> print(my_lst)

[a,42430064] [b,42430032] [c,1749231768] 



Linked Lists vs. Python Lists: 

Complexity of Operations

• When we have a pointer to an element, inserting

an element after it requires just O(1) operations. 

Compare to O(n) for python lists

• Deletion of a given item requires O(1) time, 

assuming we have access to the previous item. 

Compare to O(n) for Python lists

• Accessing the i-th item requires O(i) time. 

Compare to O(1) for Python lists



Sorted, Linked Lists
• Consider sorted linked lists. What would be improved this 

way? What would not?

• Maintain a sorted linked list by always inserting an item in its 

correct location. 



Searching in an ordered linked list

• We cannot use binary search in a sorted linked list because 

random access to the i'th element is not possible in constant time



Looping through linked lists via 

index access

• Time complexity O(n2)



Iterating through linked lists

• Iterable LinkedList

• Implement __iter__ and __next__  

• In LinkedList:



Iterating through linked lists

• Time complexity O(n)



Traversing through linked lists with a 

generator



LinkedList index access vs. iteration



Implementing a stack using a linked list



Implementing a stack using a linked list



Linked data structures

• Linked lists are just the simplest form of linked 

data structures

• Doubly-linked lists: nodes include a pointer to 

the preceding and to the next item

• Binary trees: node points to its left and right 

child

• Graphs: node can point to multiple other nodes

• we’ll see these next…



ADTs: stack, queue, linked list



Graphs

• A graph is a structure with Nodes (or vertices) and 

Edges. An edge connects two nodes

• In directed graphs, edges have a direction

• In undirected graphs, the edges have no direction

Example of undirected graph

Source: wikipedia



Trees

• Tree: “undirected graph in which any two 

vertices are connected by exactly one path. 

Every acyclic connected graph is a tree, and 

vice versa.” (Wikipedia)

• We will only discuss rooted trees



Rooted Trees

• A rooted tree is a tree in which a specific node is 

designated as a special node call the root of the tree

• Nodes connected by edges to the root are considered 

its child nodes

• The root is the parent node of theses same nodes

• Note: these definitions are recursive

Adapted from Wikimedia Commons

R



Rooted binary trees

• Definition: a rooted binary tree

- contains no nodes (empty tree), or

- is comprised of three disjoint sets of nodes: 

 a root node,

 a binary tree called its left subtree

 a binary tree called its right subtree

• Note:

• This is a recursive definition

• This is a special case of rooted trees, in which each node 

has at most 2 children

2

57

6 9

2

2

115



Rooted trees – basic notions

• A directed edge: an edge from a parent to a child

• The root node of a tree is the (unique) node with no parents 

• A leaf node has no children

• Non leaf nodes are called internal nodes

2

57

6 9

2

2

115

Root

Leaf

Leaf

Internal

http://en.wikipedia.org/wiki/Parent_node
http://en.wikipedia.org/wiki/Child_node
http://en.wikipedia.org/wiki/Root_node
http://en.wikipedia.org/wiki/Node_(computer_science)
http://en.wikipedia.org/wiki/Root_node
http://en.wikipedia.org/wiki/Leaf_node


• A node 𝑝 is an ancestor of a node 𝑞 if 𝑝 exists on 

the (only) simple path from the root node to node 𝑞
• A node 𝑞 is a descendent of a node 𝑝 if 𝑝 is 

an ancestor of 𝑞
• The out-degree of a node is the number of edges 

leaving that node

• All the leaf nodes have an out-degree of 0

Rooted trees – basic notions



Rooted trees – basic notions

• The depth* of node 𝑝 is the length of the simple 

path in the tree from the root to 𝑝
• The height* of node 𝑝 is the length of the longest 

simple path from the 𝑝 to a descendent leaf node in 

the tree

• The height of a tree is the height of its root
• For a tree with only one node (the root) 

ℎ𝑒𝑖𝑔ℎ𝑡 = 0
• For an empty tree with no nodes 

ℎ𝑒𝑖𝑔ℎ𝑡 = −1

* Depth/height can be defined as length 

in nodes, i.e. +1 to the current values

2

57

6 9

2

2

115



• Root is labeled 2

• Height is 3  

• Node 11 is a descendent of 7, but not of (either of the 

two nodes labeled) 5

Example

2

57

6 9

2

2

115



• The number of nodes in a binary tree of height h 

satisfies ℎ + 1 ≤ n ≤ 2h+1 − 1

• A binary tree of height 2 has between

2 + 1 = 3 and 23 − 1 = 7

• More examples in slides to follow

Properties of binary trees

T2T1



Drawing from 
http://introcs.cs.princeton.edu/java/44st/images/bst-worst.png

Totally unbalanced binary tree



Applications of trees

• Trees may be used to represent: 

• Arithmetic expressions

• Games

• Evolution

• Recursion

• Visualizing algorithms

• Compilers



Example: call tree for Fibonacci  f(n)

Drawing from http://i.stack.imgur.com/oPTFd.png



Binary Search Trees (BST)

• Binary search trees are data structures used to represent 

collections of data items 

• They support operations like insert, search, delete

• Each node contains a single data record. We will assume 

each record consists of a key and value

• A node will also include pointers to its left and right 

subtrees, as well as a pointer to its parent

• The keys in the binary search tree are organized so that 

for every node all the keys in the left/right subtrees are 

smaller/larger than the key in the current node (assuming 

unique keys)



Binary search property

k

Right subtree, 

all keys > k

Left subtree, 

all keys  < k

For each node, all the keys in the left/right subtrees are 

smaller/larger than the key in the current node, respectively 



Example

Shown are the keys, each node also 

has a value (not shown) 

8
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6 14
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BST class implementation – tree node

key

val

parent

rightleft



BST class



BST class

key

val

parent

rightleft

key

val

parent

rightleft

key

val

parent

rightleft

Root

BST



BST: __repr__

• Representation of a tree can be done recursively

• Based on implementation by a former TAU student, Amitai

Cohen (No need to understand implementation details)



We will see insert right away..



BST: lookup
A wrapper function that calls a recursive function 



BST: insert

20

18 30

25 3416

24 28

20

18 30

25 3416

24 28

26

26Insert

root = None
26

root
26Insert

• Look for the appropriate location for insertion

• Hang the new node as a leaf

Example:

Inserting to an empty tree:



• Insert: wrapper that calls a recursive function

• The recursive function returns None, and 

modifies the tree with a new leaf

• A key that already exists is replaced 

(maintaining key uniqueness quality)

BST: insert



BST: insert



Time complexity of lookup / insert

• Worst case: traverse the height of the tree 

• What is the height ℎ of a tree with 𝑛 nodes?

• Worst case: totally unbalanced, 𝒉 = 𝒏 − 𝟏 = 𝑶 𝒏

• Best case: perfectly balanced:

𝑛 = 2ℎ+1 − 1,  so 𝒉 = 𝑶 𝐥𝐨𝐠𝒏

• The depth is 𝑂 log 𝑛 for trees that are close to perfectly 

balanced (balanced trees - data structures course)

• Realistically: Trees tend to be quite balanced if built 

randomly. A typical tree is of depth 𝑶 𝐥𝐨𝐠𝒏



• Lookup follows a path from the root to the node where 

the element is found, or to a leaf

• Time complexity: the length of the path from the root 

to the element we are looking for

• Best case: when the element looked is in the root 𝑶 𝟏
• Worst case: when traversing to the farthest leaf:

• when the tree is totally unbalanced, it is 𝑶 𝒏
• in balanced trees it is 𝑂 log 𝑛

Time complexity of lookup



• Similar to lookup. 

• Best case: 𝑂 1
• In a balanced tree, the worst case (and best case) 

time complexity of insert is 𝑂 log 𝑛
• In arbitrary trees, the worst-case time complexity 

of insert is 𝑂 𝑛

Time complexity of insert



Binary search tree: 

insert and lookup time complexity

worst case 

for balanced 

trees

worst case 

for any tree

best case

𝑂 𝑙𝑜𝑔𝑛𝑂 𝑛𝑂 1insert

𝑂 𝑙𝑜𝑔𝑛𝑂 𝑛𝑂 1lookup



BST: minimum

• Go all the way to the left (maintain two pointers)

• complexity?

• Alternative: recursion



Time complexity of minimum

• Time complexity: the length of the path from the 

root to the leftmost node

• Best case: when the left subtree is empty 𝑂 1

• Worst case: when all right subtrees are empty 𝑂 𝑛

• The worst case in a balanced tree is 𝑂 log 𝑛



BST: height

• A recursive function (two recursive calls)  

• By convention:

• an empty tree has a height of -1

• A tree with just a root node has height 0



Time complexity of height

• Every node is visited exactly once!

• A visit to a node takes 𝑂 1 time

• Time complexity is always 𝑂 𝑛 (num of nodes)

• We can also write a recurrence:

𝑇 𝑛 = 1 + 𝑇 𝑛𝑙𝑒𝑓𝑡 + 𝑇 𝑛𝑟𝑖𝑔ℎ𝑡

𝑇 0 = 𝑂 1 , 𝑇 1 = 𝑂 1

where 𝑛𝑙𝑒𝑓𝑡 and 𝑛𝑟𝑖𝑔ℎ𝑡 are the sizes of the left and right 

trees, respectively (𝑛 = 𝑛𝑙𝑒𝑓𝑡 + 𝑛𝑟𝑖𝑔ℎ𝑡 + 1)

• Solution: 𝑇 𝑛 = 𝑂 𝑛 (no proof)



BST: size

• Similar to the height…

• Time complexity = 𝑂(𝑛)

• Or maintain a size attribute for O(1)



BST: successor

• Input: Node 𝑛 in a BST

• Output: the next node in the sorted order

Algorithm:

• If 𝑛. 𝑟𝑖𝑔ℎ𝑡 go one step right and then left till the end 

and return that node

• Else return lowest ancestor 𝑚 of 𝑛
such that 𝑚. 𝑘𝑒𝑦 > 𝑛. 𝑘𝑒𝑦 and return 𝑚

In what class should successor be implemented? 

BinarySearchTree? TreeNode?



BST: successor examples

Algorithm:

• If 𝑛. 𝑟𝑖𝑔ℎ𝑡 go one step right and then left till the end 

and return that node

• Else go to lowest ancestor 𝑚 s.t. 𝑚. 𝑘𝑒𝑦 > 𝑛. 𝑘𝑒𝑦

8
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Successor implementation in TreeNode

• Input: Node n in a BST

• Output: the next node in the sorter order

• Time complexity = 𝑂 ℎ

• Think about iterator/generator….



BST: concluding remarks

• Delete a node is harder, omitted here

• Average case time complexity of lookup and 

insert - Data Structures course

• Balanced tree  efficient store and search data, 

but tree shape depends on the sequence of inserts

• Variations of balanced binary search trees: 

(AVL trees, Red and Black trees)
• Ensure that the tree remains balanced, 

• Perform balancing operations upon insertion/deletion 

(Data Structures course)



Linked data structures

• Two variants of linked data structures: linked 

lists and trees

• Tradeoffs in terms of complexity

• Next: detecting cycles in linked lists



Set

• Equivalent to sets in mathematics

• Undefined order 

• Mutable

• Supports operations: check if an element belongs 

to a set, add, delete, iterate and standard set 

operations: union, intersection, difference 

• Implementation: similar to dict (using hash 

tables), key & value are the same…



Examples

Source: https://snakify.org/en/lessons/sets/

https://snakify.org/en/lessons/sets/


Operations on sets



Detecting cycles

• Add linked list element to 𝑠

• Worst case: traverse the whole list to detect a cycle 𝑂 𝑛

• Additional memory O(n)

• Can we detect cycles using O(1) additional memory?



The hare moves twice as quickly as the tortoise 

Eventually they will both be inside the cycle. The 

distance between them will then decrease by 1 at each 

additional step 

When this distance becomes 0, they are on the same 

point on the cycle.

See demo on board..

Detecting cycles: Bob Floyd’s 

Tortoise and the Hare Algorithm (1967)



Detecting cycles: 

The Tortoise and the Hare Algorithm



Testing the cycle algorithms



Testing the cycle algorithms



Linked data structures

• Linked lists are the simplest form of linked data 

structures

• Doubly-linked lists: nodes include a pointer to 

the preceding and to the next item

• Binary trees: node points to its left and right 

child

• Graphs: node can point to multiple other nodes, 

can have cycles (coming next)



Graphs

• A graph is a structure with Nodes (or vertices) and 

Edges. An edge connects two nodes

• In directed graphs, edges have a direction

• In undirected graphs, the edges have no direction

Example of undirected graph

Source: wikipedia



Graphs

The internet

Source: Wikipedia

Social networks

Source: Facebook website

Maps

Source: Google Maps



Visualization example



Graphs in Computer Science

• Arguably the most common data structure in 

theoretical computer science

• Extremely useful in multiple applicative 

domains 

• Taking part in the “big data” revolution



Graph: a formal definition

A graph is a tuple G = 𝑉, 𝐸 such that V is the set 

of vertices and E is the set of edges

Note:

• Every 𝑒 ∈ 𝐸 is 𝑒 = (𝑢, 𝑣) such that 𝑢, 𝑣 ∈ 𝑉

• Since we defined no direction on edges, for any two 

vertices 𝑣, 𝑢: 𝑢, 𝑣 = 𝑣, 𝑢 . This is called an 

undirected graph.

• if 𝑉 = 𝑛 then 𝐸 = 𝑂 𝑛2



Implementing graphs 
Using a set to hold vertices and edges



Example



Classic representations of graphs

• Adjacency matrix

• 2D array of size 𝑉 × 𝑉

• Simple and elegant

• Adjacency list

• List of edges

• Compact and (sometimes) faster



Representation with an adjacency matrix

• n – number of vertices

• Representation: 𝑛 × 𝑛: 2D Boolean array

• If 𝑖, 𝑗 ∈ 𝐸 𝐺 then 𝐴 𝑖 𝑗 = 𝐴 𝑗 𝑖 = 1/𝑇𝑟𝑢𝑒
Otherwise 𝐴 𝑖 𝑗 = 0/𝐹𝑎𝑙𝑠𝑒

• Space complexity – 𝑂(𝑛2)

Source: Wikimedia

0



Implementation: adjacency matrix

• Vertices are indexed 0…𝑠𝑖𝑧𝑒 − 1

• For convenience we save size as an attribute 𝑠𝑒𝑙𝑓. 𝑛



• Adding and removing an edge is fast

• Counting edges 𝑂 𝑛2

Adding, removing, and counting edges



Examples









Cons for using matrix representation

• Space: 𝑂 𝑉 2

• Scanning time: 𝑂 𝑉 2

• Not very effective for graphs that are sparse in 

edges - the case for the vast majority of graphs!



Representation with an adjacency list

• For each vertex we hold a list of its neighbors

• Space complexity: 𝑂(|𝑉| + |𝐸|)

• Could be implemented with a list, linked list, dict

https://gateoverflow.in/ 127259nemroC/



Implementing class AdjGraph

• Time complexity for adding, removing and 

scanning?



Examples



Actual running time for sparse graphs

MatrixGraph vs. AdjGraph



Searching/traversing a graph

• The process of visiting each vertex in a graph 

reachable from a given vertex

• Classified by the order of vertices visited

• Tree traversal (pre/in/post order – you’ll see in 

tirgul) is a special case of graph traversal



Shortest path problem

• Given a graph G and a source vertex s (=a in example 

above) find length of shortest paths from s to all other 

vertexes.

0
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Breadth First Search (BFS) 

• Input: graph G, source vertex s

• Output:

• The vertices reachable from s

• Shortest distance from s to all reachable vertices

• The shortest path tree

• Algorithm:

• Find vertices in distance 1 from s

• Find vertices in distance 2 from s

• And so on…

• (remember which vertices were visited already)

• Breadth first search



Applications of BFS

https://www.geeksforgeeks.org/applications-of-breadth-first-traversal/

• Shortest Path and Minimum Spanning Tree for 

unweighted graph

• Peer to Peer Networks

• Crawlers in Search Engines

• Social Networking Websites

• GPS Navigation systems

• Broadcasting in Network

• Garbage Collection

• And more..

https://www.geeksforgeeks.org/applications-of-breadth-first-traversal/


Animation

Source: https://www.codeabbey.com/index/task_view/breadth-first-search

https://www.codeabbey.com/index/task_view/breadth-first-search


Algorithm implementation idea

• Use a queue (FIFO) to enforce vertices traversal 

order

• Look at all edges from the current vertex

• Remember which vertices where already reached 

(visited)

• Update distance to vertices that where not 

previously visited according to the distance to their 

predecessor vertex 



BFS – pseudocode 

Initialize 𝑠. 𝑑 ← 0 and 𝑣. 𝑑 ← ∞ for every 𝑣 ≠ 𝑠

Create an empty queue 𝑄 and add 𝑠 to 𝑄

While 𝑄 is not empty

𝑣 ← 𝑄. 𝑑𝑒𝑞𝑢𝑒𝑢𝑒()

For every 𝑣, 𝑢 ∈ 𝐸

If 𝑢. 𝑑 == ∞ # 𝑢 was not visited yet

𝑢. 𝑑 ← 𝑣. 𝑑 + 1

𝑄. 𝑒𝑛𝑞𝑢𝑒𝑢𝑒(𝑢)



Implementing BFS



Example



s

e

a

f

d

c

b



BSF can solve the shortest path 

problem

• Input: graph G, source vertex 

• Find length of shortest paths from s to all other vertices

0

1

1 2
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Depth First Search (DFS) 

• Input: graph G, source vertex s

• Output: The vertices reachable from s in DFS order

• Algorithm idea: 

• Explores the depth of the graph before the breadth 

• Traverses along the increasing depth, upon reaching an 

end, backtracks repeat with the sibling node

• Recursion – implicit use of stack

• Can be applied iteratively on each node to scan 

entire graphs



BFS versus DFS animation (trees)

Source: https://twpower.github.io/150-bfs-dfs-basic-problem-en

https://twpower.github.io/150-bfs-dfs-basic-problem-en


BFS versus DFS animation (graphs)

Source: https://github.com/andreaiacono/GraphLab

https://github.com/andreaiacono/GraphLab


Applications of DFS

https://www.geeksforgeeks.org/applications-of-depth-first-search/

• Topological sorting

• Finding connected componenets

• Solving mazes

• Detecting cycles in graphs

• Identifying if a graph is bipartite

• And more..

https://www.geeksforgeeks.org/applications-of-depth-first-search/


DFS – pseudocode 

Source: Wikipedia



Implementing DFS
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Iterative implementation of DFS

• What data structure should we use?

• Pseudo code:

Source: Wikipedia



BSF versus DSF animation (graphs)

Source: https://github.com/andreaiacono/GraphLab

https://github.com/andreaiacono/GraphLab


Complexity of BSF/DFS

• Time complexity: O(|V|+|E|)

• Space complexity: O(|V|)

• Remember that 1 ≤ |E|≤|V|2



https://networkx.org/

NetworkX – Python package for graphs

https://networkx.org/


Read more here: https://networkx.org/documentation/stable/tutorial.html

https://networkx.org/documentation/stable/tutorial.html

